The Eurasia Proceedings of Science, Technology,
Engineering and Mathematics (EPSTEM)

Publishing ISSN: 2602-3199

The Eurasia Proceedings of Science, Technology, Engineering and Mathematics (EPSTEM), 2026
Volume 42, Pages 30-38

ICBASET 2026: International Conference on Basic Sciences, Engineering and Technology

Performance Evaluation of Machine Learning Models for Gas
Classification Under Sensor Drift on ESP32-S3

Gonca Uslu-Ozkucuk
OSTIM Technical University

Abstract: Machine learning has become an effective approach for electronic nose systems used in gas
classification applications. However, most previous studies evaluate classification performance using randomly
partitioned datasets, which often fail to represent the long-term sensor drift encountered in practical
deployments. Furthermore, embedded implementation of different machine learning models on resource-
constrained microcontrollers has received limited attention. In this study, the Gas Sensor Array Drift Dataset
from the UCI Machine Learning Repository was used to investigate both classification performance and
embedded deployment efficiency. Four supervised machine learning algorithms, namely Multi-Layer Perceptron
(MLP), Support Vector Machine (SVM), Random Forest (RF), and Extreme Gradient Boosting (XGBoost),
were evaluated under both random stratified and chronological batch-based data partitioning strategies. The
chronological evaluation was designed to simulate realistic sensor drift conditions by separating the training and
testing data according to acquisition time. Experimental results showed that all models achieved approximately
99% accuracy under random evaluation, whereas chronological testing produced substantially lower accuracies,
highlighting the impact of sensor drift on real-world performance. Among the evaluated models, MLP achieved
the highest chronological classification accuracy while demonstrating superior robustness against distribution
shifts. To investigate practical applicability, all trained models were deployed on an ESP32-S3 microcontroller.
Their average inference latency, flash memory usage, RAM consumption, and total firmware size were
experimentally measured and compared. Among the evaluated models, the MLP achieved the highest
chronological classification accuracy while also exhibiting the lowest inference latency and smallest firmware
footprint on the ESP32-S3 platform.
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Introduction

Electronic nose (e-nose) systems have become an important technology for gas identification and environmental
monitoring in applications such as food quality assessment, industrial safety, environmental monitoring, and
healthcare (Han et al., 2025; Ijaz et al., 2025; Illahi et al., 2021; Ivanov et al., 2025; Rabehi et al., 2024). These
systems typically employ arrays of metal oxide semiconductor (MOS) gas sensors together with machine
learning algorithms to recognize complex gas patterns (Ijaz et al., 2025; Vanaraj et al., 2025; Wijaya et al.,
2022; Yi et al., 2021). Compared with conventional analytical instruments, electronic noses provide a low-cost,
portable, and real-time solution for gas classification (Anwar et al., 2023; Baruah & Mazumder, 2025; Ivanov et
al., 2025; Yang et al., 2023).

The performance of machine learning-based electronic nose systems, however, is strongly affected by sensor
drift, which refers to the gradual change in sensor characteristics over time due to aging, contamination, and
environmental conditions (Cinar et al., 2025; Dennler et al., 2022; Ziyatdinov et al., 2010). As sensor responses
change, the statistical distribution of the collected data also changes, causing a significant degradation in
classification accuracy when models are deployed in long-term applications (Cheng et al., 2020; R. Yi et al.,
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2021). Therefore, developing machine learning models that are robust to sensor drift has become an important
research topic (Chang et al., 2023; Leon-Medina et al., 2020).

Previous studies have investigated various machine learning algorithms for gas classification using the Gas
Sensor Array Drift Dataset, including Support Vector Machines (SVM), Random Forest (RF), Artificial Neural
Networks (ANN), and Extreme Gradient Boosting (XGBoost) (Cinar et al., 2025; Dennler et al., 2022; Leon-
Medina et al., 2020; R. Yi et al., 2021). Most of these studies have primarily focused on improving classification
accuracy in an offline computing environment. In addition, many published results have relied on random train-
test splitting strategies, where training and testing samples originate from the same data distribution (Dong et
al., 2021; Gkogkidis et al., 2022; Shamim, 2022; Z. Yi et al., 2022). Although this approach often produces
classification accuracies exceeding 99%, it does not accurately represent the performance of electronic nose
systems operating under long-term sensor drift conditions (Dennler et al., 2022; Padilla et al., 2010).

Another limitation of the existing literature is that relatively few studies evaluate machine learning models on
resource-constrained embedded platforms (Rahmawan et al., 2025; Shamim, 2022). TinyML has recently
emerged as a promising approach for executing machine learning algorithms directly on low-power
microcontrollers, enabling intelligent edge devices without continuous cloud connectivity (Farhat et al., 2025;
Han et al., 2025). While TensorFlow Lite Micro has facilitated the deployment of neural network models on
embedded systems, comparative studies involving both deep learning and classical machine learning models
under identical embedded conditions remain limited (Farhat et al., 2025; Ivanov et al., 2025; Nivethika et al.,
2026). Furthermore, most previous studies report only offline classification performance without experimentally
evaluating memory usage and inference latency on actual hardware (Shamim, 2022).

To address these limitations, this study compares four supervised machine learning models—Multilayer
Perceptron (MLP), Support Vector Machine (SVM), Random Forest (RF), and XGBoost—for gas classification
under sensor drift conditions using the Gas Sensor Array Drift Dataset (Farbiz et al., 2025; Ivanov et al., 2025;
Wang et al., 2023). Two evaluation protocols are considered: a conventional random stratified split and a
chronological split that preserves the temporal order of measurements (Ansari et al., 2026; Kumar et al., 2026;
Padilla et al., 2010; Yi et al., 2023). In addition to offline performance evaluation, all trained models are
deployed on an ESP32-S3 DevKitC-1 N16R8 development board (Farhat et al., 2025; Nivethika et al., 2026;
Rahmawan et al., 2025). The embedded implementations are experimentally compared in terms of classification
consistency, firmware size, memory usage, and inference latency.

The main contributions of this study can be summarized as follows; the classification performance of four
widely used machine learning models is systematically compared under both random and chronological
evaluation protocols. The influence of sensor drift on model generalization is quantitatively analyzed using
chronological validation. All trained models are successfully deployed on the ESP32-S3 platform, enabling a
direct comparison of their embedded implementation characteristics. The proposed study jointly evaluates
classification accuracy, memory footprint, and inference latency, providing practical guidance for selecting
suitable machine learning models for TinyML-based electronic nose applications.

Overall, the proposed methodology provides a comprehensive evaluation framework that considers both
classification performance under realistic sensor drift conditions and the computational constraints of embedded
hardware, thereby contributing to the development of efficient intelligent gas sensing systems.

Method

This study used the Gas Sensor Array Drift Dataset from the UCI Machine Learning Repository to investigate
the impact of sensor drift on gas classification performance (VERGARA, 2012). The dataset consists of 13,910
measurements belonging to six gas classes. Each sample contains 128 features, extracted from eight response
characteristics of 16 metal oxide (MOS) gas sensors. The measurements are organized into 10 chronological
batches, enabling the evaluation of long-term sensor drift effects (Vergara et al., 2012).

The dataset was processed in the Python environment by separating the feature vectors and class labels to
construct the data matrix. Since the dataset contained no missing or erroneous records, no additional data
cleaning procedures were required. Feature values were normalized using Min—Max scaling. The normalization
parameters were calculated exclusively from the training data and subsequently applied to the validation and test
sets to prevent data leakage.
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Two evaluation protocols were employed. In the random stratified split, the dataset was divided into 70%
training, 15% validation, and 15% testing while preserving the class distribution. In the chronological split,
Batches 1-7 were used for training, Batch 8 for validation, and Batches 9—10 for testing. This protocol enabled
the evaluation of model generalization under realistic sensor drift conditions. Figure 1 illustrates the overall
experimental workflow adopted in this study.
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Figure 1. The overall experimental workflow of this study

Four supervised machine learning models were investigated: Multilayer Perceptron (MLP), Support Vector
Machine (SVM), Random Forest (RF), and Extreme Gradient Boosting (XGBoost). The MLP model was
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implemented using TensorFlow (Abadi et al., 2016), the SVM and Random Forest models were developed using
Scikit-learn (Pedregosa FABIANPEDREGOSA et al., 2011), and the XGBoost model (Chen & Guestrin, 2016)
was implemented using the XGBoost library. Hyperparameters were optimized using the training and validation
datasets, and the final model configurations were selected according to the highest validation Macro F1-score.

All trained models were deployed on an ESP32-S3 DevKitC-1 N16R8 development board. The MLP model was
converted to an INT8 TensorFlow Lite Micro model (David et al., 2021) using post-training quantization. The
SVM, Random Forest, and XGBoost models were automatically converted into C/C++ header files and
integrated into the ESP32-S3 firmware. The embedded applications were developed using the ESP-IDF
framework, and all inference operations were executed locally on the microcontroller without cloud
connectivity. Model performance was evaluated using Accuracy, Macro F1-score, and Weighted F1-score. For
the embedded implementation, average inference latency, Flash Code, Flash Data, DIRAM, IRAM, and total
firmware image size were measured to compare the computational efficiency and memory requirements of the
deployed models.

Results and Discussion
A chronological data splitting approach was used to evaluate the performance of machine learning models under
real-world operating conditions. In this method, Batches 1-7 were used for training, Batch 8 for validation, and

Batches 9 and 10 for testing data. Thus, the temporal data distribution change caused by sensor drift was directly
included in the evaluation process (Vergara et al., 2012).

Table 1. Chronological test performance on batches 9 and 10

Model Accuracy Macro- Weighte Batch 9 Batch 10 Prediction/sample
(%) F1(%) d-F1 (%) acc.(%) acc. (%) (ms)
MLP 69.34 69.51 69.55 76.38 68.42 0.0349
SVM 63.88 65.22 65.20 75.96 62.31 0.0476
Random Forest  59.63 59.43 59.45 76.17 57.47 0.0148
XGBoost 58.18 58.36 58.36 71.49 56.44 0.0027
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Figure 2. Accuracy comparison of models in chronological evaluation

Table 1 summarizes the numerical performance of the evaluated models, while Figure 2 provides a visual
comparison of their classification accuracy. Among the four models, the MLP model achieved the highest
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classification accuracy. With 69.34% accuracy, 69.51% Macro F1, and 69.55% Weighted F1, the MLP model
outperformed the other models. The SVM model ranked second with 63.88% accuracy, while the Random
Forest and XGBoost models achieved 59.63% and 58.18% accuracy, respectively. Furthermore, the MLP model
maintained the highest accuracy values in both Batch 9 and Batch 10, demonstrating more stable performance
against sensor drift.

These results show that the MLP model has a higher generalization ability than other methods against data
distributions that change over time due to sensor drift. In particular, the fact that the accuracy and F1 scores are
quite close to each other shows that the model exhibits a balanced classification performance not only in
dominant classes but in all gas classes. In contrast, tree-based models, although they successfully learned the
training data, struggled to adapt to temporal changes. The most commonly used evaluation method in machine
learning studies is the random data splitting approach. However, in datasets with sensor drift, this approach does
not fully reflect real-world performance because training and test samples do not come from the same
distribution.

Table 2. Random stratified test performance

Model Accuracy (%)  Macro-F1 (%) Weighted-F1 (%) Prediction/sample (ms)

Random Forest 99.47 99.44 99.47 0.0335

XGBoost 99.33 99.29 99.33 0.0022

MLP 99.23 99.18 99.23 0.0373

SVM 99.19 99.16 99.18 0.0773

Table 3. Comparison of random stratified and chronological evaluation protocols
Model Random  Chronological Accuracy Random Chronological Macro-F1
acc. (%) acc. (%) gap (pp)  macro-F1 (%) macro-F1 (%) gap (pp)

Random Forest 99.47 59.63 39.84 99.44 59.43 40.01
XGBoost 99.33 58.18 41.15 99.29 58.36 40.92
MLP 99.23 69.34 29.90 99.18 69.51 29.67
SVM 99.19 63.88 35.30 99.16 65.22 33.94

When Tables 2 and 3 are examined together, it is seen that while all models in the random data splitting
approach achieve approximately 99% accuracy, the accuracy values drop to the 58-69% range under
chronological evaluation. This demonstrates that random evaluation substantially overestimates the real-world
performance of gas classification models in the presence of sensor drift. The accuracy loss in the MLP model is
approximately 30 percentage points, while in the Random Forest and XGBoost models this loss reaches
approximately 40 percentage points. The highest performance decrease was observed in the XGBoost model.
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Figure 3. Comparison of random stratified and chronological classification accuracy.
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In Figure 3 comparison of random stratified and chronological classification accuracy is showed. These results
reveal that high accuracy values reported using only the random data splitting approach in datasets with sensor
drift may overestimate performance under real operating conditions. Therefore, the chronological evaluation
approach offers a more realistic method for assessing the generalization ability of models in long-term sensor
applications such as electronic noses. In the second phase of the study, the four trained machine learning models
were transferred to the ESP32-S3 DevKitC-1 N16R8 development board and run on real hardware. This allowed
for the evaluation not only of offline classification success but also of the models' applicability on a
microcontroller with limited resources.

Table 4. Comparison of memory usage and inference time of machine learning models on ESP32-S3

Model Flash Code (B)  Flash Data (B)  DIRAM (B) Firmware - Size ~ Avg. Latency

(B) (1s)
MLP (INT8) 98,156 65,404 49,990 222,530 401.64
Random Forest 902,680 38,180 45,126 999,814 5,117
XGBoost 62,780 370,484 45,126 492,218 12,600
SVM (RBF) 63,476 429,916 48,070 552,346 16,995

Table 4 shows the memory usage and inference time results obtained on the ESP32-S3. The MLP model was the
fastest with an average inference time of 401.64 ps. The average inference times for the Random Forest,
XGBoost, and SVM models were measured as 5117 ps, 12600 ps, and 16995 ps, respectively. Accordingly, the
MLP model operates with approximately 13 times lower latency than Random Forest, 31 times lower latency
than XGBoost, and 42 times lower latency than the SVM model. Furthermore, it was confirmed that the
predictions obtained on the ESP32-S3 for all models were fully consistent with the results obtained in the
Python environment.

Significant differences were also observed in terms of memory usage. The MLP model had the lowest memory
requirement with a total firmware size of approximately 222.5 kB, while the Random Forest model reached the
largest firmware size with approximately 999.8 kB. The firmware sizes of the XGBoost and SVM models were
measured as approximately 492.2 kB and 552.3 kB, respectively. When the distribution of resource usage is
examined, it is seen that Flash Code usage increased significantly in the Random Forest model due to the direct
compilation of decision trees as program code. In contrast, Flash Data usage was higher in the SVM and
XGBoost models because a large portion of the model parameters were stored in fixed data space. The MLP
model, however, provided the most balanced resource usage in terms of both program code and data memory.

When these results are evaluated together, it is seen that the MLP model not only achieved the highest
classification success under chronological evaluation, but also provided the lowest memory requirement and the
shortest inference time on the embedded system. In contrast, while the Random Forest model offers relatively
low latency, it suffers from a memory disadvantage due to its high firmware size. The SVM model achieved the
second highest accuracy in chronological evaluation but had the longest inference time. The XGBoost model
yielded moderate results in terms of both accuracy and hardware performance.

Overall, the proposed MLP-based TinyML implementation provides the best trade-off between classification
performance, memory footprint, and inference latency, making it a promising solution for resource-constrained
electronic nose and IoT applications. These findings demonstrate that deep learning-based models offer
significant advantages in electronic nose applications with sensor drift, not only in terms of offline classification
success but also in terms of real-time embedded systems applications (Fonollosa et al., 2015; Vergara et al.,
2012).

Conclusion

In this study, the performance of four machine learning models (MLP, SVM, Random Forest, and XGBoost)
was investigated for gas classification under sensor drift conditions using the Gas Sensor Array Drift Dataset.
Unlike conventional studies that rely only on random data splitting, both random stratified and chronological
evaluation protocols were employed to assess the effect of temporal distribution changes caused by sensor drift.

The experimental results demonstrated that random stratified evaluation produced classification accuracies of

approximately 99% for all models, whereas chronological evaluation reduced the accuracy to 58—69%, revealing
a substantial degradation in performance due to sensor drift. Among the evaluated models, the MLP achieved
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the highest chronological performance with 69.34% Accuracy, 69.51% Macro F1-score, and 69.55% Weighted
F1-score, indicating superior generalization capability under long-term sensor drift.

In addition to offline evaluation, all trained models were successfully deployed on an ESP32-S3 DevKitC-1
N16R8 development board, enabling a direct comparison of their embedded implementation characteristics.
Experimental measurements showed that the MLP model required the smallest firmware size and achieved the
shortest inference latency (401.64 ps), while maintaining complete agreement between Python and ESP32
predictions. In contrast, Random Forest exhibited the largest firmware footprint, whereas SVM and XGBoost
required considerably longer inference times due to their computational complexity and memory organization.

Overall, the results demonstrate that the MLP model provides the most favorable balance between classification
accuracy, memory consumption, and inference latency, making it the most suitable candidate for TinyML-based
electronic nose applications on resource-constrained microcontrollers. The proposed evaluation methodology
also highlights the importance of chronological validation for obtaining realistic performance estimates in
sensor drift scenarios, where conventional random evaluation may significantly overestimate model
performance.

Future work will focus on evaluating additional lightweight neural network architectures, investigating online
adaptation techniques for long-term sensor drift compensation, and validating the proposed approach using real-
time gas measurements acquired directly from an ESP32-based electronic nose prototype.
Recommendations

The proposed methodology can be extended by evaluating additional lightweight deep learning architectures
specifically designed for TinyML applications. Future studies may also investigate online or continual learning
techniques to compensate for long-term sensor drift without retraining the model offline. Furthermore, the
proposed approach should be validated using real-time measurements collected from a physical electronic nose
system instead of publicly available datasets. Finally, evaluating power consumption and energy efficiency on
battery-powered embedded platforms would provide further insight into the practical applicability of the
proposed system.
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